
Reinforcement Learning (1b/3)

Bruno Bouzy

1 october 2013

The reinforcement learning (RL) problem

This part defines the reinforcement learning (RL) problem.

Agent – Environment interface

The learner or decision maker is called the agent. The agent interacts with its exterior called 
its  environment.  The  agent  selects  actions,  that  are  executed  in  the  environment.  The 
environment give the new state and the reward to the agent.

Figure 4 : agent-environment interface.

The agent and the environment interact at time t = 0, 1, 2, 3, … At time t, the agent gets the 
new state st∈S. S is the set of all states. The agent selects an action at∈A(st). A(st) is the set of 
all the actions possible in state st. A time t+1, the agent gets  reward  rt+1 ∈R and state st+1. 
Figure 4 shows this interaction. At each time step, the agent maps the state and the probability 
to select an action. This mapping is called the policy of the agent and named π t where π t(s, a) 
is the probability to select action a when being in state s. The RL methods are concerned by 
the way the policy is built. The agent aims at maximizing its cumulated return. 

Goals and rewards

Using rewards to formalize the goal of the agent is a main feature of RL. For instance, if the 
problem correspond to a robot that must go out of a maze. You may specify a -1 reward at 
each timestep and +1000 when it reaches the exit.



Reward (=return), cumulated reward

Maximizing  the  cumulated  reward  means  some  definitions.  Let  rt+1,  rt+2,  rt+3,  …,  be  the 
sequence of rewards received at the timesteps t and later. The agent wants to maximize:

Rt = rt+1 + rt+2 + rt+3 + … + rT (7)

where T is the final timestep. This makes sense only if the episodes terminate.

When the episodes do not terminate, formula 7 is replaced by formula 8.

Rt = rt+1 + γ rt+2 + γ 2rt+3 + … = ∑k=∞ 
k=0 γ k rt+k+1 (8)

γ  is the discount rate with 0 < γ  < 1. Thus, a reward in k timesteps in the future is worth γ k-1 

times what it is worth now.

Markov property

Generally, when the agent is in state s = st at time t, the probability to be in state s’ = st+1, and 
to receive the reward r = rt+1, at time t+1, depends on the past :

Pr (st+1=s’, rt+1= r | st, at, rt, st-1, at-1, …, r1, s0, a0) (9)

However, if the feedback (next state and return) from the environment at time t+1 depends 
only on the state at time t and on the action performed at time t, then expression (9) can be 
simplified with (10).  

Pr (st+1=s’, rt+1= r | st, at) (10)

This is the Markov property. Everything is contained in the current state and not in previous 
states. 

Markov Decision Process(MDP)

A system that respects the Markov property is called a Markov Decision Process (MDP). If 
the number of states is finite, then it is called a finite MDP. A finite MDP can be defined with 
2 functions.  First, the transition probabilities toward a state s' given state s and action a.

Pa
ss’ = Pr (st+1 = s’ | st = s, at = a) (11)

Secondly, the return function, given state s, action a, and state s'. 

Ra
ss’ = E (rt+1 | st = s, at = a, st+1 = s’) (12)

The functions Pa
ss’ and Ra

ss’ define the MDP. 

EXAMPLE OF A RECYCLING ROBOT



Figure 5 : The transition graph of a recycling robot.

Value Fonctions

Most of RL algorithms are based on value functions. These functions estimate how good  a 
state,  or  an action-state,  is  in term of expectation  on the future cumulated  reward.  These 
expectations assume that the agent uses a given policy π. π is a mapping from SxA to [0, 1]. 
π(s, a) is the probability of choosing action a when the agent is in state s. We have :

Vπ(s) = Eπ { Rt  | s = st  } = Eπ { ∑k=∞ 
k=0 γ k rt+k+1 | s = st  } (13)

Vπ is named the state value function for the policy  π. Similarly,  Qπ(s, a) is the quality of 
action a when the agent is in state s and choose a, and uses π. We have:

Qπ(s, a) = Eπ { Rt  | s = st, a = at } = Eπ { ∑k=∞ 
k=0 γ k rt+k+1 | s = st, a = at } (14)

Qπ is named the action-state value function, or the action quality function, when using policy 
π. 

Vπ (s) is linked to the Vπ (s') for every states s' following state s. We have:

Vπ(s) = Eπ { ∑k=∞ 
k=0 γ k rt+k+1 | s = st  }

                    = Eπ { rt+1 + γ∑ k=∞ 
k=0 γ k rt+k+2 | s = st  }

And then :

Vπ(s) = ∑a π(s, a) ∑s’ Pa
ss’ [Ra

ss’ + γ  Eπ { ∑k=∞ 
k=0 γ k rt+k+2 | st+1 = s’ } ]

           = ∑a π(s, a) ∑s’ Pa
ss’ [Ra

ss’ + γ  Vπ(s’)]            (15)

Formula 15 is named the Bellman equation for Vπ.

The same thing can be done for Qπ. We have:

Qπ(s, a) = Eπ { ∑k=∞ 
k=0 γ k rt+k+1 | s = st, a = at }

                       = Eπ { rt+1 + γ∑ k=∞ 
k=0 γ k rt+k+2 | s = st, a = at }

                                  = ∑s’ Pa
ss’ [Ra

ss’  + γ ∑a’ π(s’, a’) Qπ(s’, a’)]        (16)



Formula 16 is named the Bellman equation for Qπ. We may draw formula 15 and formula 16 
as done in figure 6.

Figure 6 : Les diagrammes de back-up des équations de Bellman pour (a) Vπ et (b) Qπ.

Grid Example

Let us consider the grid of figure 7a. An agent is moving on a grid. A each timestep, the agent 
is situated on a cell of the grid. The agent may choose an action between the 4 following 
actions: north, east, south, west. The environment is deterministic.  For a given cell,  and a 
given action, the resulting cell is the unique cell neighbouring the given cell in the direction of 
the action. If there is no neighbouring cell in this direction, the resulting cell is the given cell 
(the agent stays on the same cell) and the agent receives -1. 

If the agent is situated on cell A, then, whatever its action, it goes on cell A' and receives +10. 
If the agent is situated on cell B, then, whatever its action, it goes on cell B' and receives +5. 
In the other cases, the agent receives 0. 

The policy of the agent is random with probability ¼ to choose one of the 4 actions. Figure 7b 
shows the V values for this random policy. These V values are the solutions of the system of 
25 Bellman equations. There are 25 states – one state for each position of the agent on the 
grid. Solving a system of 25 linear equations is practically feasible. 

Figure 7 : (a) the exceptional movements; (b) state value function for the random policy.



The Bellman equations can be written mor simply than with (15) or (16).

The state value depends on the action values and on the urgency of these actions according to 
the policy. We may draw a back-up diagram as in  figure 8. 

Figure 8 

And we may write the link between Vπ and Qπ with (15') :

Vπ(s) = ∑a π(s, a)  Qπ(s, a)           (15')

Besides, the action state value depends on the state values for all the states following the 
action state. We may draw a back-up diagram as in figure 9. 

Figure 9 

And we may write another link between Vπ and Qπ with (16') :

Qπ(s, a) =  ∑s’ Pa
ss’ [Ra

ss’  + γ  Vπ(s’)]                       (16')



Optimal value functions

Solving a RL problem consists  is  finding out  the policy yielding the maximal  cumulated 
reward to the agent. 

The value functions Vπ define a partial order on the policies  π. A policy  π is superior to a 
plolicy π’ iff Vπ’(s) ≤  Vπ(s) for all states s. We write π’ ≤  π. There is at least a policy that is 
better  than all  other policies,  and we name them  π*.  These policies  share the same value 
function V*, called the optimal value function. We have :

V*(s) = maxπ Vπ(s) (17)

The optimal policies also share the same optimal action value function Q* with:

Q*(s, a) = maxπ Qπ(s, a) (18)

We have:

Q*(s, a) = E { rt+1 + γ V*(st+1) | s = st, a = at }        (19)

And :
               V*(s) = maxa Qπ*(s, a)                                   

         = maxa Eπ* { ∑k=∞ 
k=0 γ k rt+k+1 | s = st, a = at  }

                    = maxa Eπ* { rt+1 + γ∑ k=∞ 
k=0 γ k rt+k+2 | s = st, a = at  }

                               = maxa Eπ* { rt+1 + γ  V*(st+1)  | s = st, a = at  }            (20)
                               = maxa ∑s’ Pa

ss’ [Ra
ss’ + γ  Vπ(s’)] (21)

We also have for Q* :

Q*(s, a) = Eπ* { rt+1 + γ  maxa’ Q*(st+1, a’) | s = st, a = at }
                                = ∑s’ Pa

ss’ [Ra
ss’  + γ  maxa’ Q*(s’, a’)]        (22)

The back-up diagrams for V* and Q*  are shown by figure 10.

Figure 10 : back-up diagrams for (a) V* and (b) Q*.



Grid example (continued)

If we solve the system of the optimal Bellman equations for V* for the grid, figure 11 gives 
the optimal value of V*, and the optimal policy.

Figure 11 : optimal solutions for the grid exemple.

Explicitly solving the Bellman equations is a mean to find the optimal policies, and solve the 
RL problem. However, this method is rarely feasible in practice. For the Backgammon game 
that has 1020  states only, the search would take billions of years. Many RL methods can be 
understood as approximate solutions of the optimal Bellman equations. The approximate RL 
method will be presented next.
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